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Abstract. AI-enabled cancer screening platforms are increasingly used 

to support early detection, risk stratification and clinical decision 

making. Their development, however, requires the careful alignment of 

system requirements with robust architectural design, particularly given 

the complexity of clinical workflows, multimodal data, and regulatory 

constraints. This paper proposes a structured methodology for mapping 

functional, non-functional, integration and AI/ML requirements to 

system architecture in digital cancer screening environments. The 

objective is to enhance transparency, traceability and design consistency 

in the engineering of large-scale clinical platforms. 

To operationalize this methodology, we employ a Requirement 

Traceability Matrix (RTM) that explicitly links each requirement 

category with the architectural modules responsible for its 

implementation. The RTM supports systematic reasoning about design 

decisions, identifies architectural dependencies and provides visibility 

into cross-cutting quality attributes such as scalability, interoperability, 

and data governance. 

The approach is demonstrated through a real world European case study 

inspired by ongoing research efforts in AI-driven early detection 
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systems, including work conducted within the SHIELD project which is 
funded by the European Union. 

The resulting mapping reveals key architectural patterns and highlights 

the integration of AI-based risk models, secure data management and 

clinician-facing modules into a cohesive platform architecture. 

This work contributes a reusable methodological blueprint for 

researchers and system architects, offering insights into the structured 

development of next generation cancer screening systems that combine 

user-centric workflows, AI components and clinically aligned design 

principles. 

 

Keywords: Digital Health Platforms, Requirement Traceability Matrix 

(RTM), Architecture Requirements Alignment, Requirements 

Engineering, Health Informatics. 

1 Introduction 

Digital health platforms increasingly integrate clinical workflows, data 

management and artificial intelligence (AI) capabilities to support 

personalized prevention and care. In such multi partner, data intensive 

environments, it is essential that system requirements remain clearly 

linked to architectural components to ensure coherence, scalability and 

regulatory compliance [1], [2]. Requirements traceability provides this 

foundation by connecting functional, non-functional, integration and 

AI/ML requirements to the corresponding system elements, enabling 

transparent design choices and structured validation [3]. 

Although widely studied in software engineering [4], traceability has 

seen limited systematic application in AI-enabled healthcare platforms, 

where traditional frameworks do not fully address AI specific needs 

(e.g., explainability, bias mitigation, drift monitoring), clinicalgrade 

constraints (e.g., GDPR governance, auditability) or cross-layer 

interactions among heterogeneous requirement types [5]. Recent 

European research efforts, including the SHIELD initiative on AI-

assisted cancer screening, further highlight these gaps in current 

methods. To our knowledge, no prior work has demonstrated a structured 

cross-layer traceability framework for an AI-driven cancer screening 

platform integrating multimodal data and LLM based components. 

To address this gap, this paper presents a requirement-to-architecture 

mapping methodology applied to a cancer screening platform. 
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Requirements are consolidated into four categories: Functional, Non-

Functional, Integration and AI/ML and mapped to the platform’s 

modular architecture. The resulting analysis illustrates how clinical, 

technical and AI requirements are satisfied across system modules and 

identifies areas for future refinement. 

The remainder of this paper is structured as follows: Section 2 reviews 

related work, Section 3 outlines the methodology, Section 4 presents the 

case study and mapping results, and Section 5 provides discussion and 

conclusions. 

 

2 Background and Related Work 

Requirements traceability is a long established practice in software 

engineering, supporting verification, change impact analysis and 

lifecycle management in complex systems [6], [7], [8]. In digital health, 

its importance has increased due to regulatory, safety, interoperability 

and auditability requirements [9]. Prior studies emphasize linking 

requirements to modular architectures in environments involving diverse 

stakeholders, clinical workflows and heterogeneous data sources [10]. 

Recent oncology focused systems, such as the AI-based clinical decision 

support approaches by Perumal et al. [17] and the multimodal integration 

frameworks by Chang et al. [18], illustrate the shift toward data driven, 

modular platforms. Foundational traceability research further highlights 

the need for structured links between requirements, architecture and 

verification artefacts [25] and persistent gaps between elicited 

requirements and downstream implementations [26]. 

However, existing work typically prioritizes model performance or 

system integration and pays limited attention to explicit, systematic 

traceability between requirements and architectural components, 

particularly in AI/ML enabled platforms with cloud infrastructures and 

clinical decision support capabilities a configuration increasingly 

common in precision medicine [11]. To our knowledge, no previous 

study has presented a structured requirement-to-architecture mapping 

method for an AI-driven screening platform in hereditary cancer 

surveillance. This work addresses this gap by extending traceability 

practices to multi-module digital health systems and jointly mapping AI, 

interoperability and clinical requirements within a unified architectural 

framework. 
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3 Methodology 

The methodology adopted in this study follows a structured requirements 

traceability process commonly used in software engineering and system 

architecture alignment [16]. The goal was to establish clear links 

between the elicited requirements and the modular architecture of the 

cancer screening platform, enabling systematic analysis of requirement 

coverage, dependencies and potential gaps across technical and clinical 

layers. 

 
Figure: 1: Methodology and validation circle 

 

Requirements were elicited using a combination of semi-structured 

interviews, technical workshops and document analysis with all key 

stakeholder groups, including clinicians (oncologists and genetic 

counsellors), system architects, data governance officers and AI/ML 

engineers. This process enabled the consolidation of clinical, technical, 

integration-specific and AI-related needs derived both from stakeholder 

input and from existing architectural documentation. 

Following elicitation, all requirements were harmonised, deduplicated 

and categorised into four groups: Functional (FR), Non-Functional 

(NFR), Integration (INT) and AI/ML (AI). This categorisation reflects 

system behaviour, quality constraints, interfacing needs and machine-

learning–specific considerations, and supports cross-layer analysis 

across workflows, data flows and AI components. 

Each requirement was then mapped to one or more architectural modules 

according to responsibility, data flow and component ownership. To 

ensure consistency and methodological rigour, the allocation of each 
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requirement to its corresponding module followed four explicit decision 

criteria. First, responsibility alignment was assessed by identifying 

which module is primarily accountable for providing the functionality or 

quality attribute described by the requirement. Second, data-flow 

dependencies were examined to determine where the relevant data are 

produced, processed and consumed within the platform's architecture. 

Third, interface ownership was considered, mapping requirements to 

modules that expose or consume the relevant APIs, user interfaces or 

integration endpoints. Finally, security boundary compliance was 

evaluated to ensure that requirements involving privacy, access control 

or data governance were assigned to modules residing within the 

appropriate regulatory and security perimeter. 

The validation step involved a multi-disciplinary review process with 

experts from three partner institutions: Harokopio University of Athens 

(HUA), the system architect team NET and clinical representatives from 

collaborating hospitals. Each reviewer examined the requirement to 

module mappings for correctness, consistency and alignment with 

current clinical workflows and technical constraints. Feedback was 

collected through a structured review form and two follow-up meetings, 

where discrepancies were resolved and modules still under development 

were flagged for re-evaluation in subsequent iterations. 

The resulting Requirement Traceability Matrix (RTM) was reviewed 

with the development team to confirm accuracy, resolve inconsistencies 

and ensure alignment with the current implementation roadmap. 
 

Table 1: Number of requirements per category 

Category Count 

Functional (FR) 5 

Non-Functional (NFR) 5 

Integration (INT) 4 

AI/ML (AI) 4 

Total 18 

 

The complete RTM is presented in Section 4 and forms a living artefact 

to support future development, testing, risk monitoring and evolution of 

the platform. 
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4 Case Study: Architecture and Requirement Mapping in an AI-

Enabled Cancer Screening Platform 

4.1 Architecture Overview 

The cancer screening platform follows a modular, service-oriented 

architecture that supports end-to-end screening, risk stratification and 

clinical referral workflows for individuals at high risk of hereditary 

pancreatic cancer. The platform integrates heterogeneous data sources, 

including hospital electronic health records (EHRs), genetic counselling 

datasets and cancer registries and exposes these through a set of 

interoperable services [13]. Also the architectural design has also been 

informed by ongoing development work undertaken within the SHIELD 

project. 

The architecture incorporates: 

• GenAI-powered screening layer, enabling automated 

recruitment and risk assessment, 

• Secure data management infrastructure based on cloud 

services with GDPR-compliant access control, 

• Middleware and API layer for high-throughput communication 

using RESTful APIs and websockets [14], 

• AI Components for LLM framework and multiplex diagnostic 

models 

• Set of specialised functional modules supporting pre-screening, 

consent management, clinical referral and reporting, 

• Planned cultural adaptation layer, enabling adaptive 

multilingual and context-sensitive user interaction. 

In addition, the platform embeds advanced AI components, including a 

domain-specific LLM framework (OrbitIntel) and multiplex diagnostic 

models (Reccan-IA) that support risk stratification and clinical decision 

making. These models operate within a monitored AI pipeline that 

enables version control, performance tracking and drift detection, 

ensuring transparency and clinical robustness throughout the model 

lifecycle. The platform is deployed on a cloud native infrastructure 

following a microservices architecture, allowing independent scaling of 

modules such as data ingestion, AI processing and user-facing services. 

Containerisation ensures reproducibility and isolation of components, 

while orchestration mechanisms based on Kubernetes style workflows 

where applicable support automated deployment, resilience and efficient 
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load management. The architecture has been designed to remain fully 

extensible, allowing staged module deployment and iterative validation 

across technical and clinical partners. 

 
Figure 2: High-level architecture of the platform 

 

4.2 Functional Modules of the Platform 

The main functional modules [15] of the platform are summarized in 

Table 1. 

Table 2: Functional Modules of Cancer Screening Platform 

Modules Description Status 

Public User 

Recruitment 

AI-driven identification and engagement 

of eligible participants 

Implemented 

Consent & Pre-

Screening 

Digital workflow for e-consent and 

questionnaire collection 

Implemented 
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Clinical Referral 

Workflow 

Secure referral management and 

scheduling with clinical sites 

In development 

Data Management Secure storage, governance, auditing, 

multi-source integration 

Implemented 

GenAI & Risk 

Stratification 

Reccan-IA risk scoring + GenAI support 

for clinicians 

Implemented 

Dashboards & 

Reporting 

Visualisation of KPIs, participant status, 

system performance 

Planned 

Middleware Layer Data streaming and inter-system 

integration via APIs 

Implemented 

Cultural 

Adaptation Layer 

Localised, context-aware user interaction Planned 

 

4.3 Requirement Traceability Matrix (RTM) 

The following Requirement Traceability Matrices (RTMs) summarize 

the mapping between platform requirements and their corresponding 

system modules. For clarity, the RTM is divided into four tables : 

Functional (FR), Non-Functional (NFR), Integration (INT), and AI/ML 

related (AI) reflecting the categories defined in Section 3. Each table 

links requirement IDs to the modules responsible for implementing them, 

enabling assessment of architectural coverage, responsibility 

distribution, and development dependencies. This structured 

representation supports impact analysis, testing and verification, and 

provides a formal traceability artefact for both technical and clinical 

stakeholders. 

 

 
Table 3: Functional Requirement Traceability Matrix (FR-RTM) 

Req. ID Requirement Description Functions Modules Architecture 

FR-01 User Mangement Registration, 

authentication, 

profile 

management 

Clinician 

Interface 

Use of Identity 

and Access 

Management 

(IAM) tool 

FR-02 Consent and data governance E-consent 

capture, consent 

withdrawal, 

audit trail 

Consent & Pre-

Screening 

Module 

e-Consent 

workflow, secure 

consent data 

storage on EU 

GDPR compliant 

servers 

FR-03 Screening and recruitment modules Light risk 

assessment, 

Public Portal AI assisted 

recruitment 
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eligibility check  

workflow 

public platform, 

databases 

FR-04 Scheduling and patient navigation Clinician 

notifications 

 Clinical 

Dashboard 

New patient is 

registered in 

consent data 

storage a 

notification will 

be sent to the 

clinician 

dashboard to be 

examined by 

clinicians 

FR-05 Dashboard and reporting KPI monitoring, 

report generation 

Clinical 

Dashboard 

Dashboards & 

Reporting Layer 

(planned 

module) 

 
Table 4: Non-Functional Requirement Traceability Matrix (NFR-RTM) 

Req. ID Requirement Description Functions Modules Architecture 

NFR-01 Performance and scalability Load balancing, 

high availability 
Data  

Management 

Module 
 

Secure Data 

Management 

Layer 

(Infineon/AWS) 

NFR-02 Security and privacy Encryption, 

access control, 

intrusion 

detection 

Data 

Management 

Module 

Encryption, 

access control, 

GDPR 

compliance 

NFR-03 Interoperability and standards API standard 

compliance, data 

format 

normalization, 

FHIR servers 

Data Integration 

Module 

Standardized 

APIs, EHR 

integrations 

NFR-04 Accessibility and usability Multilingual 

support, 

responsive UI, 

assistive tech 

compatibility 

UI/UX Design 

Components 

Web interface 

adaptions, LLM 

conversational 

agents 

NFR-05 Maintainability and support Modular design, 

logging, error 

handling, 

monitoring 

All modules Modular 

architecture, 

logging, 

monitoring 

 
Table 5: Integration Requirement Traceability Matrix (INT-RTM) 

Req. ID Requirement Description Functions Modules Architecture 
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INT-01 APIs and middleware Messaging, 

orchestration, 

data routing, 

event processing 

 Middleware  

Layer,  

API gateway 
 

WebSockets, 

RESTful APIs 

INT-02 EHR and laboratory system 

integration 
Data exchange,  

HL7/FHIR  

support,  

synchronization 
 

Data Integration 

Module 

HL7, FHIR 

connectors 

INT-03 Data import/export pipelines ETL, data 

cleaning, 

upload/download 

workflows 

Data Pipelines 

Module 

ETL workflows 

INT-04 Data quality and governance Data validation, 

auditing, 

compliance 

reporting 

Data 

Management 

Module 

Validation, 

auditing 

 
Table 6: AI/ML Requirement Traceability Matrix (AI/ML-RTM) 

Req. ID Requirement Description Functions Modules Architecture 

AI-01 Bias mitigation and fairness Fair sampling, 

bias detection, 

balanced training 

AI Module Data 

augmentation, 

algorithmic 

fairness 

AI-02 Transparency and explainability 

 

Explainability 

methods, model 

interpretability 

AI Module Explainable AI 

models 

AI-03 Integration with clinical guidelines Rule integration, 

guideline 

adherence 

checks 

AI Module Clinical decision 

support software 

AI-04 Continuous learning and 

monitoring 

Feedback loops, 

retraining, drift 

detection 

AI Module Model 

monitoring, 

feedback loops 

 

4.4 Mapping Results  

The RTM analysis shows that the platform’s architecture addresses all 

four requirement categories in a structured way. Functional requirements 

(FR) map cleanly to dedicated modules supporting user management, 

consent workflows and clinician-facing dashboards, reflecting a modular 

and privacy-preserving design. Non-functional requirements (NFR) such 

as performance, interoperability and usability are supported by the secure 
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cloud infrastructure, standardized APIs and multilingual UI components, 

ensuring maintainability and scalability across deployments. 

Integration requirements (INT) are largely handled by the middleware 

and API gateway layers, which enable interoperability with external 

EHR systems through HL7/FHIR connectors and enforce consistent data 

governance. AI/ML requirements (AI) are fulfilled through the 

platform’s intelligence layer, which incorporates explainable models, 

bias-mitigation mechanisms and continuous retraining aligned with 

clinical guidelines. 

Overall, the mapping indicates strong coherence between design 

intentions and implementation, with clear responsibility boundaries and 

well-aligned data flows across modules. 

To quantify traceability quality, three KPIs were evaluated: 

• Coverage ratio: 100% of the 18 requirements were mapped to at least 

one module. 

• Cross-module dependencies: Six dependencies were identified, 

primarily between the data management and AI layers, signalling areas 

for future interface refinement. 

• Traceability completeness: 94% following stakeholder validation, 

with remaining items linked to modules still under development. 

 

4.5 Technical Challenges and Design Implications 

The platform’s architectural design is shaped by several technical and 

operational challenges. Integrating heterogeneous data sources, EHRs, 

genetic information, behavioural inputs requires strict validation and 

interoperability standards such as FHIR. AI-model validation further 

increases complexity, as risk-stratification algorithms must remain 

accurate, explainable and unbiased to support clinical trust. 

Scalability is also critical: public-facing recruitment and continuous 

referrals demand cloud elasticity and resilient microservices, while 

GDPR imposes strict requirements for consent management, encryption 

and auditable data flows. Cross-country deployment adds cultural and 

linguistic variation, necessitating adaptable interfaces and context-aware 

AI components. In parallel, ongoing module development reinforces the 

need for strong requirement traceability to prevent misalignment as the 

system evolves. 
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Overall, these challenges emphasise the value of a systematic 

requirement-to-architecture mapping to maintain technical coherence, 

regulatory compliance and clinical suitability across the platform 

lifecycle. 

4.6 Clinical Relevance  

The cancer screening platform demonstrates strong clinical relevance by 

providing a scalable digital infrastructure for individuals with hereditary 

or familial cancer risk. Although initially validated in a specific case 

study, its architecture and workflows are broadly applicable to cancers 

where early detection significantly improves outcomes. Common 

challenges across heritable cancer syndromes such as fragmented 

identification of high risk individuals, limited genetic testing, 

inconsistent follow-up and lack of integrated data systems are effectively 

addressed, making the platform a transferable model for longitudinal, 

risk based monitoring [19], [20], [21]. 

Clinically, the platform enhances surveillance by enabling systematic 

identification and recruitment through hospital networks, national 

registries and AI-assisted outreach. Its modular design supports 

culturally adapted communication, remote eligibility assessment and 

engagement of users with diverse health literacy levels. By consolidating 

heterogeneous data clinical history, genetic results, biomarkers and 

follow-up information into a unified secure environment, it strengthens 

evidence-based risk stratification, decision making and long-term 

monitoring. The architecture also accommodates disease specific assays, 

imaging data and decision-support tools. 

Through remote participation features, automated reminders and 

decentralised sample collection, the platform addresses adherence 

challenges common to surveillance programs [23], [24]. Its 

interoperability with registries and screening infrastructures supports 

integration into structured early detection pathways, positioning it as a 

transferable and data driven solution for precision prevention across 

multiple cancer types. 
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5 Discussion and Conclusion 

The traceability analysis shows that requirement to architecture mapping 

can be effectively applied to a complex digital health platform that 

integrates AI-driven risk stratification, clinical workflows and public 

recruitment processes. Beyond confirming coverage, the RTM highlights 

architectural hotspots, such as concentrated AI dependencies and 

deferred non-functional requirements, while revealing intersections 

between technical and clinical needs. These insights indicate that 

traceability functions not only as a design artefact but also as a practical 

risk management tool for AI-enabled health systems, supporting 

transparency and regulatory preparedness [4], [12]. The modular 

structure of the platform further benefits from traceability by clarifying 

shared responsibilities across partners and simplifying future audits. 

Overall, the RTM provides a structured mechanism that supports 

implementation planning, verification and cross partner coordination 

within clinically governed screening platforms [5], [16]. Looking ahead, 

future work will extend this static mapping into a dynamic, lifecycle 

based framework that links requirements to test cases, AI performance 

metrics and real world clinical outcomes. Additional efforts will focus 

on partially automating traceability updates, integrating them into 

DevOps workflows and evaluating the approach during clinical pilot 

deployments. 
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